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ABSTRACT Motion artifacts remain a significant challenge in Magnetic Resonance Imaging (MRI),
compromising diagnostic quality and potentially leading to misdiagnoses or repeated scans. Existing
deep learning approaches for motion artifact correction typically require paired motion-free and motion-
affected images for training, which are rarely available in clinical settings. To overcome this requirement,
we present DIMA (DIffusing Motion Artifacts), a novel framework that leverages diffusion models to
enable unsupervised motion artifact correction in brain MRI. Our two-phase approach first trains a diffusion
model on unpaired motion-affected images to learn the distribution of motion artifacts. This model then
generates realistic motion artifacts on clean images, creating paired datasets suitable for supervised training
of correction networks. Unlike existing methods, DIMA operates without requiring k-space manipulation or
detailed knowledge ofMRI sequence parameters, making it adaptable across different scanning protocols and
hardware. Comprehensive evaluations across multiple datasets and anatomical planes demonstrate that our
method achieves comparable performance to state-of-the-art supervised approaches while offering superior
generalizability to real clinical data. DIMA represents a significant advancement in making motion artifact
correction more accessible for routine clinical use, potentially reducing the need for repeat scans and
improving diagnostic accuracy.

INDEX TERMS Data augmentation, diffusion models, motion correction, MRI, unsupervised learning.

I. INTRODUCTION
Magnetic Resonance Imaging (MRI) [1], [2] is a powerful
medical imaging technique. However, the technique suffers
from a critical limitation: patients must remain extraordinar-
ily still during imaging. This immobility requirement creates
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significant challenges across different patient groups. Young
children, claustrophobic individuals, and elderly patients
often struggle to remain motionless for extended periods.
Additionally, some movements are simply unavoidable,
such as those caused by breathing and heart function.
The motion-induced artifacts in MRI are uniquely com-
plex, stemming directly from the image formation process.
Unlike traditional photography, where movement creates
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localized blurring, MRI’s image construction involves sam-
pling points in Fourier space (known as k-space). In this
domain, even minor local movements can dramatically
distort the entire image [3]. This occurs because MRI
images are created by sampling points from the Fourier
transform of the object and then computing an inverse Fourier
transform with incomplete data. As an inverse problem,
these motion-induced errors can be substantially amplified.
To mitigate these challenges, researchers have developed two
primary intervention strategies: prospective and retrospective
techniques. Prospective methods are implemented during
the scanning process, such as collecting redundant data
points at different times to compensate for patient movement.
However, these approaches are often machine-specific,
technique-dependent, and can increase overall scan duration.
Retrospective techniques, in contrast, focus on correcting
artifacts after the image has been captured. Our proposed
method belongs to this second category.

A. MOTION ARTIFACTS
While MRI offers superior soft tissue contrast and
non-invasive imaging capabilities without ionizing radiation,
its relatively long acquisition times make it susceptible to
patient movement, which can result in various image artifacts
including ghosting, blurring, geometric distortion, and
reduced peak signal-to-noise ratio (PSNR). These artifacts
can compromise diagnostic accuracy and automated analysis,
potentially leading to false positives or negatives, and may
necessitate scan repetition, which increases costs and delays
treatment. Motion correction approaches can be classified
by several factors: motion type (rigid translation/rotation vs.
deformable), timing (inter-image, inter-scan, or intra-scan),
pattern (periodic, quasi-periodic, continuous, or sporadic),
and in 2D imaging, whether the motion occurs in-plane
or through-plane. While faster imaging techniques have
reduced acquisition times from dozens of minutes to seconds,
these improvements often involve trade-offs in resolution,
contrast, or SNR. The ongoing development of motion
correction techniques reflects the critical importance of
addressing this fundamental challenge in MRI technology,
as improving motion correction capabilities directly impacts
clinical outcomes and research validity [4].

B. CLASSICAL TECHNIQUES
Classical methods to mitigate motion artifacts in MRI
primarily focus on reducing patient movement and correcting
the acquired data. Physical restraints and breath-holding tech-
niques are employed to minimize motion during image acqui-
sition. Prospective motion correction [5] actively adjusts scan
parameters in real-time to compensate for detected move-
ment, while retrospective methods apply post-processing
algorithms to realign and correct motion-affected image
segments. Additionally, navigator echoes, temporal filtering,
and multi-shot acquisition strategies with motion-robust
reconstruction algorithms [3] can help reduce the impact of

motion on image quality. These techniques, while effective,
often require careful optimization and may not fully address
complex motion patterns, particularly in challenging clinical
scenarios.

C. DEEP LEARNING
Recent advances in deep learning have enabled significant
progress in retrospective motion artifact correction for
MRI [1], [2]. These methods rely on training machine learn-
ing models, predominantly deep neural networks, through
supervised approaches where data quality is paramount.
Two primary strategies exist for obtaining suitable training
data. The first involves acquiring paired scans of the same
subject—one motion-free and one with motion artifacts.
However, this approach presents substantial limitations: such
paired acquisitions rarely occur in clinical practice, requiring
expensive dedicated experiments that may not accurately
represent involuntary patient movements encountered in real-
world scenarios. The second approach involves simulating
motion artifacts through k-space manipulation, which while
eliminating the need for additional scans, requires detailed
knowledge of the MRI acquisition parameters and may
produce artifacts that inadequately represent clinical reality.
Our proposed method addresses these limitations by utilizing
unpaired motion-affected and motion-free images from
routine clinical examinations, eliminating the requirement
for k-space modification or sequence-specific technical
information, thereby enabling broader application across
various scanning protocols and hardware configurations.

D. LITERATURE REVIEW
Prospective methods either use sampling patterns that sample
the same points in the k-space at different times to estimate
and correct the patient motion [6], [7] or use external tracking
devices such as cameras to achieve the same objective [8], [9].
Among the retrospective methods we cite the ones using
compressed sensing techniques [10], [11] that leverage
a priori knowledge on MR images to perform the motion
correction task. Numerous deep learning approaches have
been proposed for MRI motion artifact correction. In [12],
CNNs were used for motion correction in 3D MRI data,
while [13] employed a conditional generative adversarial
network (cGAN) for artifact reduction. Reference [14]
introduced a deep residual network with densely connected
multi-resolution blocks, and [15] developed stacked U-Nets
with self-assisted priors, such as contiguous slices, for
improved corrections. In [16], a neural network-based reg-
ularization term was integrated with Autofocusing, a classic
optimization-based method, and [17] employed a diffusion
model for motion correction. Recently, [18] proposed an
annealed score-based diffusion model, which consists in
iteratively applying forward and reverse diffusion processes.
All of these methods rely on supervised learning and require
paired motion-corrupted and motion-free images, which are
often unavailable and necessitate the simulation of motion
artifacts.
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Different approaches [19], [20], [21], [22], [23] faced the
data availability problem by using an image-to-image trans-
lation framework, exploiting general techniques such as [24],
and with a framework inspired by [25]. Exploiting synthetic
data, these methods enabled artifact removal without paired
training data through innovative approaches like adversarial
autoencoders, k-space subsampling, and novel reconstruction
methods, thereby enhancing image quality across respira-
tory, brain, and dynamic imaging scenarios. Specifically,
in [19], the authors employ an adversarial network to
learn the translation mappings between the motion-affected
and motion-free images; in [20] instead they trained an
adversarial autoencoder network in a way that forces the
encoder to remove motion artifacts; in [21] they developed an
unsupervised deep learning scheme through outlier rejecting
bootstrap sub-sampling and aggregation, using data in the
k-space; [22] introduced an adversarial framework with a
new generator architecture and loss function to perform
unsupervised correction; finally in [23] they improved the
vanilla CycleGAN by adding loss regularization with a
module that estimates the motion severity of the input image.

All these works were originally evaluated on synthetic
or proprietary datasets. However, a subsequent study [26]
provided a comparative evaluation of the aforementioned
techniques using the MR-ART dataset, which we also use
in this work. The work [26] also introduced the first
application of diffusion models for motion artifact correction,
where motion-free images are generated directly from their
motion-affected counterparts. Their diffusion-based method
significantly outperformed state-of-the-art approaches based
on image-to-image translation.

Other works have used diffusion models in relevant tasks.
For instance [27] proposed a method that performs MRI
reconstruction jointly with motion-free estimation to improve
image quality. In [28] they developed conditional diffusion
models for various tasks, applying them to medical imaging
problems. Finally [29] also addressed the problem of motion
correction using a multi-phase approach that includes a
diffusion model. Recently, in [30] the authors performed
a critical evaluation of the usage of diffusion models for
the motion-artifact correction task, showing correlations
between scan plane and correction quality and especially,
how harmful hallucinations can emerge. Similarly to previous
works, we exploited diffusion models for motion artifact
correction; however, differently from [26] and [30], rather
than using the diffusion model for generating motion-free
images, we exploit it to generate paired motion-affected
motion-free images. Our generated couples are further used
in a hybrid framework, where a U-net is trained to predict
motion-free images.

II. METHODS
Our proposed method generates paired datasets for super-
vised training using initially unpaired data. The process
involves two separate datasets: one containing images

FIGURE 1. Our implementation follows a two-phase approach. In the first
phase, a diffusion model (DDPM) is trained on a dataset of motion
artifact-affected images. In the second phase, the trained model is used
to introduce motion artifacts into clean images, generating paired
datasets. These pairs enable supervised training in the subsequent step.
See algorithm 1 for more details.

affected by motion artifacts and another with motion-free
images. These datasets may originate from different patients.

Our method is depicted in Figure 1. First, we train a
generative model, specifically a diffusion model [31], on the
motion-affected images. This model learns the distribution of
motion artifacts and can generate similar images. Instead of
using the model solely for image generation, we condition
it on the motion-free images, allowing us to produce
motion-affected versions of them. This results in a new
dataset where each motion-free image is paired with a
corresponding motion-affected version.

With this paired dataset, we train a supervised model to
correct motion artifacts. The performance of this model is
then evaluated by comparing it to the same model trained
using alternative data simulation techniques, as well as with
real pairs of motion-free and motion-affected images when
available.

A. DENOISING DIFFUSION PROBABILISTIC MODEL
Denoising Diffusion Probabilistic Models (DDPMs), com-
monly referred to as Diffusion Models for brevity, are
generative models that create data by reversing a diffusion
process. In the forward diffusion process, Gaussian noise is
progressively added to an initial data point x0 (e.g., an MRI
image) over T timesteps, resulting in a sequence of latent
variables x1, . . . , xT . Each transition is governed by the
following rule:

q(xt |xt−1) = N (xt ;
√

αtxt−1, (1 − αt )I), (1)

where αt are hyperparameters of the variance schedule
parameters. The reverse process, that is learned with a
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neural network, learns to denoise each xt to recover xt−1:

pθ (xt−1|xt ) = N (xt−1; µθ (xt , t), (1 − αt )I). (2)

This architecture enables DDPMs to generate samples by
progressive denoising starting from pure Gaussian noise.

The values that regulate the amount of noise added, and
consequently the amount that needs to be removed, are the
coefficients αt , which are fixed a priori. From these, we can
define

ᾱt =

t∏
s=1

αs

which represents the amount of the original signal preserved
after t noising steps, and

σ 2
t = 1 − αt

that denotes the amount of noise added at each step. For
a more in-depth theoretical discussion, we refer the reader
to [31]. In this work we want to leverage the DDPM to
introduce motion artifacts, as it typically generates images
by starting from random noise and performing T denoising
steps. In our approach, described in Alg. 1, we adapt the
DDPM to begin with a motion-free image, add Gaussian
noise progressively up to a certain step n (where n < T ),
and then allow the model to denoise for the remaining n
steps. This method enables the model to introduce realistic
motion artifacts by simulating the forward diffusion process
up to step n followed by partial denoising that retains these
characteristics while introducing the artifacts. The choice
of n is critical to achieving a balance; if n is too large,
the added artifacts may appear exaggerated or unrealistic,
diverging from the characteristics of motion artifacts in real-
world data. Conversely, if n is too low, the artifacts may not
be prominent enough, making them ineffective for generating
meaningful paired training data. By tuning n, we ensure that
the generated motion-affected images are both realistic and
diverse, enabling the creation of high-quality paired datasets
for supervised training.

Algorithm 1 Diffusion-Based Motion Simulation. The
Algorithm Used to Add Simulated Motion Artifacts to
Motion-Free Images; This Is Done After Training the
Network ϵθ on the Motion-Affected Images
1: input Y, n, {αt , ᾱt , σt }nt=1 , ϵθ

2: z ∼ N (0, I)
3: xn =

√
ᾱnY + (1 − ᾱn)z

4: for t = n, . . . , 1 do
5: if t > 1 z ∼ N (0, I), else z = 0
6: xt−1 =

1
√

αt

(
xt −

1−αt√
1−ᾱt

ϵθ (xt , t)
)

+ σtz
7: end for
8: return x0

B. U-NET
Following the generation of simulated data, we employ
a U-Net architecture [32] to learn a mapping between
motion-corrupted images and their artifact-free counterparts.
The U-Net’s design is particularly well-suited for biomedical
image analysis due to its encoder-decoder structure with
skip connections, which preserves fine spatial details while
capturing hierarchical feature representations. To train the
network, we utilize paired datasets where motion-affected
images (simulated via our framework) serve as inputs,
and their corresponding ground-truth, artifact-free images
act as targets. During training, we optimize using the
SSIM loss function. Once trained, the U-Net operates as
a standalone artifact correction model, processing unseen
motion-degraded images in inference. To validate perfor-
mance, we quantify restoration accuracy using as metrics
structural similarity index (SSIM),mean squared error (MSE)
and peak signal-to-noise ratio (PSNR).

III. EXPERIMENTS
A. DATASET
Our experiments were conducted using two datasets. The
first dataset is the MR-ART dataset [33], which includes
brain MRI scans from 144 patients, where we extracted
around 100 images from each scan for each possible view
(sagittal, transversal and coronal). For each patient, there
are three scans: one motion-free scan acquired while the
patient remained still and twomotion-affected scans acquired
while the patient purposefully moved their head to induce
artifacts. Additionally, we utilized simulated motion artifact
data provided in [34], which generated four motion-affected
simulations for each motion-free scan in the MR-ART
dataset. This is done through k-space alteration techniques
that mathematically model the complex physical processes
underlying image degradation during magnetic resonance
scanning, we point out that generating this simulations
requires knowing the details of the particular MRI sequences
used to acquire the scans. The second dataset [35], which
we refer to as IN-SCANNER, consists of MRI scans from
25 patients, each with one motion-free and one motion-
affected scan. It is important to note that paired motion-free
and motion-affected MRI scans are exceptionally rare,
particularly for non-brain MRI. This scarcity arises because
accidental patient movement during scans is challenging to
capture in a controlled manner. The motion artifacts in the
MR-ART dataset were generated through purposeful move-
ment, which differs from the unintentional and often irregular
motion seen in real-world clinical settings. Both datasets
comprise 3D volumes, from which we extracted slices
from all possible acquisition planes (sagittal, transversal and
coronal) for our experiments. As part of the preprocessing
pipeline, we applied normalization and performed registra-
tion to align the motion-free and motion-affected images in
the MR-ART dataset, as the volumes were often misaligned.
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B. IMPLEMENTATION DETAILS
1) DIFFUSION MODEL
We trained a Denoising Diffusion Probabilistic Model
(DDPM) based on the implementation from [36]. The model
consists of a U-net architecture that accepts both an image
and an integer representing the denoising time-step as inputs.
We trained this DDPM on motion-affected images from
30 patients in the dataset (for reference, there are around
120 images for each patient), using an additional 15 for
validation. 500 time-steps were used and we implemented
early stopping to prevent overfitting.

We use a linear noise scheduler for σ 2
t , ranging from

0.02 to 0.03. The U-Net used as the denoiser features an
encoder that progressively reduces the spatial resolution
through four stages with channel sizes of [1, 2, 4, 8]. Each
stage consists of four residual blocks. Self-attention is applied
at the 32 × 32 resolution using multi-head attention with
four heads. The decoder mirrors the encoder, incorporating
upsampling operations and skip connections to fuse encoder
features at corresponding resolutions. These patients’ data
were excluded from all subsequent experiments to maintain
data independence. To generate synthetic motion-affected
images starting from the available motion-free ones, and
employing the trained diffusion model, we select an integer
n smaller than the total number of time-steps, add noise
to each image slice according to the DDPM scheduler’s
specifications, and feed the noisy image to be denoised at the
n-th timestep (see Algorithm 1). This process can be repeated
multiple times to improve the result by simply taking the
image generated and feeding it back to the DDPM, repeating
the process. This approach is used because running multiple
iterations allows for the introduction of more artifacts while
minimizing hallucinations, compared to a single, deeper
denoising process with more steps. There is a crucial balance
to strike when choosing the timestep value. A timestep
that’s too large results in heavily hallucinated images, while
one that’s too small produces images too similar to the
originals. Either extreme yields pairs that are less useful for
training. See Figure 2 for a qualitative comparison of our
diffusion-based motion artifact simulation with real motion
artifacts from the MR-ART dataset and synthetic motion
artifact from [34].

2) U-NET
For rigorous comparative analysis, we simultaneously trained
identical U-net neural network architectures using three
alternative image sets. The first alternative training set is
comprised of ground truth images sourced directly from
the MR-ART dataset, providing a baseline of what can be
obtained with paired data. The second alternative training set
consisted of images with simulatedmotion artifacts generated
by [34]. Finally we have our own proposed method that
uses synthetic images created by the diffusion model trained
on real motion-affected images. In all cases we use the
original motion-free images paired with the motion-affected

FIGURE 2. Example of the two motion simulation techniques used next to
the original images.

real/simulated ones for training. By employing diverse
image sets to train these networks, we developed a solid
experimental framework that allows us to thoroughly assess
the effectiveness and adaptability of our generation method.
This methodical comparison allows us to assess not only the
efficacy of our proposed method, but also its potential advan-
tages over traditional motion artifact correction techniques.
Our experimental design intentionally maintained consistent
network architectures across all training scenarios, ensuring
that any observed performance differences could be attributed
directly to variations in the training data rather than network
structure. This approach provides a motion-free, controlled
methodology for understanding the nuanced challenges of
motion artifact correction in medical imaging.

3) DATA AND PARAMETER SELECTION
All U-net networks were trained with a learning rate of 0.001,
a batch size of 6, and the Structural Similarity Index Measure
(SSIM) [37] as the loss function. We implemented early stop-
ping to prevent overfitting. The test set consisted of ground
truth pairs from the MR-ART dataset, and performance was
evaluated using four metrics: Structural Similarity Index
Measure (SSIM), Normalized Mean Squared Error (NMSE),
Peak Signal-to-Noise Ratio (PSNR) and Learned Perceptual
Image Patch Similarity (LPIPS) [38]. The MR-ART dataset
pairs each motion-free reference image with two motion-
affected variants. To maintain consistency in our U-Net
training, we adopted the same approach by using two
simulated motion-affected images per motion-free image
in both simulated methods. Since the dataset provided
by [34] contains four distinct sets of motion-affected images
(A, B, C, and D) for each reference image, we conducted
separate U-Net training experiments for every possible
combination of these sets (results in Table 1). This systematic
approach enabled us to identify the optimal image set
for training. In addition to image sets, we investigated
the number of patients required to achieve optimal perfor-
mance, as motion simulations are computationally expensive.
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FIGURE 3. Graph comparing the performance obtained using different
simulation parameters from [34] with varying numbers of patients.

TABLE 1. Performance metrics for different dataset combinations of the
data made available by [34].

We trained all U-Net configurations using 10, 30, and
50 patients while maintaining a fixed validation set of
15 patients. These tests were performed exclusively on
sagittal slices, with the selected parameters subsequently
applied to the other two image views. During training,
validation was performed using the same input images
as those in the training set. However, to more accurately
represent real-world performance, the data selection results
(SSIM metrics shown in Figure 3) were calculated using
original paired images from theMR-ART dataset. The results
show that 30 patients represents a sufficient sample size,
showing significant improvement over 10 patients while
performing comparably to 50 patients. Detailed metrics for
U-Nets trained with 30 patients across different training sets
are presented in Table 1.

Notably, all combinations yielded highly similar results.
We ultimately selected combination ‘‘BC’’ due to its
marginally higher SSIM and lower NMSE values, though we
emphasize that no significant differences exist between com-
binations. For consistency, we also evaluated four potential
data simulation parameters (H, J, T, and Z) against the control
set and those from [34]. The parameters for each set, shown
in Table 2, primarily involved the number of denoising steps,
which determines how far deep in the DDPM architecture
the process starts, and iterations, meaning how many times
Algorithm 1 is repeated. These values were heuristically
selected to balance motion artifacts and hallucinations.
Following the same protocol, we tested all combinations with
10, 30, and 50 patients (results in Figure 4), again identifying
30 patients as sufficient. Detailed metrics for these U-Nets
appear in Table 3. While results showed smaller variations

TABLE 2. Parameters of motion simulation for the diffusion model.

FIGURE 4. Graph comparing the performance obtained using different
simulation parameters in our proposed methods with varying numbers of
patients.

TABLE 3. Performance metrics for different dataset combinations of our
simulated images.

between parameter choices, we selected combination TZ due
to its slight performance advantage. We emphasize that the
patients used for parameter selection were distinct from those
in the final test set.

C. COMPUTATIONAL REQUIREMENTS
All experiments presented in this work were performed on an
NVIDIA RTX A5000 GPU with 24 GB of VRAM. On this
hardware, training the diffusion model with a dataset of 6,500
images takes approximately 25 seconds per epoch. During
inference, generating a new image—starting from Gaussian
noise and performing all denoising steps—requires around
30 seconds. Training the U-Nets is considerably faster,
taking only a few seconds per epoch. The inference time
of the U-Nets, which are the only components intended for
deployment in clinical settings, is on the order of milliseconds
per image and requires at most 3 GB of VRAM.

D. RESULTS
We compare the performance of different U-Net models
trained under varying conditions. To facilitate this analysis,
we refer to the following methods:

1) SIMUNET: A U-Net trained with traditional motion
simulation techniques, utilizing data from [34].
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FIGURE 5. Example of the output of the various U-nets on the test set.
From left to right: ground truth motion-free and motion-affected images,
three different outputs of the three different networks.

TABLE 4. Experiments results for the sagittal acquisition plane. The
difference of PSNR between our 3 implemented methods is not
statistically significant. All the other pairs of results are.

2) DIMA: A U-Net employing our proposed diffusion-
based motion simulation technique.

3) SUPUNET: A U-Net trained in a supervised manner
using pairs of real motion-affected and motion-free
images, serving as an upper-bound benchmark for the
performance of the two preceding methods.

A paired t-test was performed for each experiment. Results
are statistically significant ( p < 0.01 ) unless otherwise
indicated in the caption.

The comparative performance across different anatomical
views and datasets reveals several key insights. See Figure 5
for a qualitative comparison. For sagittal views (Table 4),

TABLE 5. Experiments results for the transversal acquisition plane. The
difference of NMSE between SIMUNET and DIMA is not statistically
significant. All the other pairs of results are.

TABLE 6. Experiments results for the coronal acquisition plane. The
difference of SSIM between SIMUNET and DIMA is not statistically
significant. All the other pairs of results are.

TABLE 7. Experiments results for the alternative IN-SCANNER dataset, for
the sagittal acquisition plane.

our approach demonstrates comparable performance with the
ground truth benchmark (SSIM: 0.788 ± 0.036 vs 0.820 ±

0.030), while substantially outperforming traditional archi-
tectures like CycleGAN and Pix2Pix. The view-specific anal-
ysis reveals interesting variations in performance. While our
method shows results in line to the simulation-based approach
in all the views (SSIM: 0.852 ± 0.037 vs 0.858 ± 0.034,
Table 5, and SSIM: 0.807±0.057 vs 0.806±0.040, Table 6),
it performs better compared to ground truth benchmark in the
transversal view. This anatomical dependency likely reflects
differences in motion artifact complexity across imaging
planes, with transversal views potentially containing more
challenging rotational artifacts that our current simulation
parameters capture less effectively. Crucially, when tested on
the completely independent IN-SCANNER dataset (Table 7),
for which we used 11 patients for the training of the diffusion
model, 11 for the training of the U-nets and 4 in test,
our approach demonstrates to generalize well, with SSIM
(0.743 ± 0.076) and PSNR (23.2 ± 1.7 dB) metrics closely
matching performance obtained when training with real pairs
(SSIM: 0.761 ± 0.065, PSNR: 22.8 ± 1.5 dB). This is
particularly notable given that ourmethod requires no k-space
manipulation or sequence-specific knowledge - a significant
practical advantage over traditional acquisition-dependent
approaches.

E. CHALLENGING SETTINGS
In cases where motion artifacts are particularly severe,
our method may reconstruct structures inaccurately. This
occurs when the original data are so strongly degraded that
recovering the underlying image information becomes nearly
impossible. In practical applications, it is therefore important
to assess the level of degradation in the motion-affected
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FIGURE 6. Example of the performance of DIMA on a particularly
challenging motion affected image.

images before applying motion correction, as excessively
corrupted inputs may lead to unreliable reconstructions.
We show an example of such a case in figure 6.

IV. CONCLUSION
In this work, we proposed a novel technique that leverages
diffusion models to address the challenge of requiring paired
data for machine learning training in MRI motion artifact
correction. By utilizing diffusion models, our approach
generates high-quality synthetic paired data, effectively
circumventing the need for real paired datasets, which are
often difficult to obtain in medical imaging. Three key
findings emerge:

1) Our simulation framework achieves performance com-
parable to state-of-the-art motion artifact simulation
while eliminating the need for k-space manipulation

2) View-specific performance variations suggest opportu-
nities for plane-adaptive parameter tuning

3) The strong cross-dataset generalization indicates
clinical applicability beyond controlled simulation
environments

The marginal performance differences between methods
(typically less than 3% SSIM variation) suggest that the
choice between approaches may ultimately depend on
clinical constraints rather than pure metric superiority.
Our method provides a viable alternative for scenarios
requiring black-box acquisition compatibility. Importantly,
our method achieved these results without requiring k-space
sampling information or detailed knowledge of the MR
sequence parameters, representing a significant practical
advantage over simulation-based approaches. The consistent
performance across different anatomical views, combined
with competitive metrics compared to both simulated and
real reference data, demonstrates the robustness of our
approach for clinical applications. However, challenges such
as computational cost and the need to simulate more complex
motion patterns remain areas for improvement. Furthermore,
this framework could be extended to tackle more general
blind inverse problems, such as image deblurring or super-
resolution, where paired data is scarce and underlying
degradation processes are unknown. These results encourage
further exploration of diffusion-based methods not only in
MRI but also across broader imaging domains, potentially
revolutionizing unsupervised correction techniques.

In future work it would also be insightful to include clinical
evaluation from experts to validate both the quality of the
generated artifacts as well as the performance of the method
as a whole.
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