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Abstract. Accurate estimation of the State of Charge (SOC) in Lithium-ion bat-
teries is critical for the safe and efficient operation of electric vehicles and energy
storage systems. This paper proposes a lightweight deep learning framework for
SOC estimation, targeting deployment on resource-constrained edge Al hard-
ware. We evaluate several recurrent and convolutional neural network architec-
tures using the UNIBO Powertools Dataset, with a GRU-based model achieving
the best balance between accuracy and memory footprint. The GRU model, fea-
turing a single recurrent layer followed by three dense layers, is reimplemented
in C++ and deployed on a Xilinx ZCU104 FPGA. The deployment achieves a
latency of 38.76 ms and an energy consumption of 59.70 mJ per inference, with
minimal resource usage. These results demonstrate the suitability of our approach
for real-time, low-power battery management applications and confirm the ben-
efits of FPGA acceleration for embedded SOC estimation tasks.
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1 Introduction

The transition toward sustainable energy systems has accelerated the adoption of elec-
tric vehicles [1, 2] and energy storage solutions [3], driving the demand for high-per-
formance and reliable battery technologies. Lithium-ion batteries, as the prevailing en-
ergy source for these applications, require advanced Battery Management Systems
(BMS) to ensure safety, efficiency, and longevity. A central component of any BMS is
the estimation of the State of Charge (SOC), which reflects the remaining usable energy
in the battery as a percentage of its total capacity [4]. Accurate SOC estimation is es-
sential for preventing over-charge and over-discharge conditions, both of which can
degrade battery performance or cause safety risks [5].

Moreover, reliable real-time SOC prediction enables improved performance, en-
hanced safety, and extended battery lifespan across a variety of applications, from con-
sumer electronics to industrial automation. Traditional model-based estimation tech-
niques, used in collaboration with adaptive filters such as Kalman filter, H-infinity fil-
ter, and Particle filter[6], while effective, often require precise modeling and calibra-
tion, which may not generalize well across different battery types and usage conditions.

Recent advancements in deep learning methods have enabled high-accuracy estima-
tion of the SOC in Lithium-ion batteries, as demonstrated in several studies that



employed advanced neural network architectures. Dubey et al. [7] applied an LSTM
with Bayesian optimization to reach an RMSE of 0.87% and MAE of 0.64% at 40°C;
Chemali et al. [8] utilized an LSTM-RNN to achieve an RMSE of 0.69% and MAE of
0.57% at 10°C. Wang et al. [9] used a residual Convolutional Neural Networks (CNN)
to obtain an RMSE of 1.26% and MAE of 1.00% across various temperatures. Hannan
et al. [10] employed a self-supervised Transformer model to obtain an RMSE of 0.90%
and MAE of 0.44% at room temperature.

However, deploying such estimators in embedded and resource-constrained envi-
ronments, such as electric vehicles or portable tools, requires solutions that are not only
accurate, but also energy-efficient and capable of real-time operation. In this context,
Field-Programmable Gate Arrays (FPGAs) provide a powerful hardware platform, en-
abling parallel execution, low latency, and reduced power consumption [11].

In this work, we conduct a comprehensive evaluation of several deep learning archi-
tectures for SOC estimation, including LSTM, Bidirectional LSTM, GRU, Bidirec-
tional GRU, and 1D-CNN. To support this study, we utilize the UNIBO Powertool
Dataset [12], which includes measurements from multiple batteries of different manu-
facturers, nominal capacities, and aging stages, providing a rich benchmark for state-
of-the-art SOC prediction that spans multiple discharge cycles and battery degradation
states. We propose a sliding windows preprocessing approach, which segments the data
into shorter, fixed-length sequences and allows SOC estimation at any point in the cy-
cle, not only when starting from 100 %. This confirms maximum flexibility, making
our method suitable for dynamic real-world applications.

We evaluate each model in terms of the trade-off between predictive accuracy and
memory footprint, with the goal of identifying lightweight models suitable for real-time
deployment on edge hardware such as FPGAs. The best-performing model is synthe-
sized on a Xilinx ZCU104 FPGA to demonstrate its feasibility for real-time, low-power
deployment on edge hardware. Our results highlight the potential of lightweight neural
networks to provide accurate and reliable SOC estimation with limited resource and
energy constraints.

2 Methodology
2.1 Dataset

This study utilizes the UNIBO Powertools Dataset [12], collected by the University of
Bologna to analyze the behavior of Lithium-ion batteries during repeated charge and
discharge cycles. The dataset was specifically designed to evaluate a variety of battery
cells intended for use in cleaning equipment such as vacuum and automated floor clean-
ers. Our analysis focuses on the standard test configuration, and the dataset comprises
16 batteries from different manufacturers, with nominal capacities ranging from 2.0Ah
to 4.0Ah. The experiments were designed to capture battery behavior across various
stages of usage, from beginning of life to end of life.

In the standard test protocol, batteries were discharged at a constant current of SA.
The cycling procedure followed a structured approach: the charge cycle was conducted
using a Constant Current-Constant Voltage method at 1.8A and 4.2V with a 100mA
cut-off, while the discharge cycle applied a constant current until the cut-off voltage of



2.5V was reached. This cycle was repeated 100 times. During each discharge cycle,
data was recorded every 10 seconds, providing high-resolution temporal information
on battery dynamics. The input features included voltage (V), current (I), and tempera-
ture (T) measurements, with the corresponding SOC percentage as the target output for
model training and evaluation.

2.2 Preprocessing

Unlike the original dataset configuration [12], which uses the full sequence of 287 time
steps as model input, and thus requires each cycle to start from a fixed full-charge ref-
erence at 100 %, our approach adopts a flexible windowing strategy to segment the data
into shorter sequences of fixed length. This means that it can be applied at any SOC
point, and we are not constrained to begin from 100 %, allowing the model to operate
during partial cycles, mid-discharge, or real-world varied usage conditions, making our
method far more advantageous in practical scenarios.

Also, the shorter windowing design choice aims to reduce the amount of input data
required for each prediction, searching for smaller models suitable for edge deploy-
ment. However, this also increases the difficulty of the task, as the model SOC predic-
tion has a more limited temporal context. We evaluated four different window lengths,
in particular 6, 12, 18, and 30 time steps, corresponding to 1, 2, 3, and 5 minutes, to
assess the impact of sequence length on model performance. To augment the dataset
and increase the number of training samples, we applied a sliding window with a stride
of 1. The original dataset already includes a predefined training-test split, and we fur-
ther partitioned 20% of the training set to serve as a validation set for model selection
during hyperparameter optimization. For each model architecture, we conducted 50
Bayesian optimization trials, with a maximum of 100 training epochs per trial. An early
stopping criterion with a patience of 15 epochs was applied based on validation loss.
The results reported in this paper correspond to the best-performing configuration iden-
tified on the validation set.

2.3  Deep Learning Models

We implemented and evaluated five deep learning architectures for the task of SOC
estimation, each selected for its ability to model temporal dependencies and extract
relevant patterns from sequential data. To optimize model performance, we employed
Bayesian optimization to explore the best configuration of hyperparameters within pre-
defined ranges for each architecture:

e LSTM and Bidirectional LSTM models: Both architectures were configured with 1
to 3 layers, each containing 32 to 256 units (step size of 32), using the tanh activation
function. The return_sequences parameter was enabled for all layers except the final
one to maintain compatibility with subsequent dense layer. The bidirectional variant
enhances context modeling by processing sequences in both directions.

¢ GRU and Bidirectional GRU models: Like the LSTM-based architectures, they fea-
tured 1 to 3 layers with 32 to 256 units per layer. GRUs provide a more lightweight
alternative to LSTMs, with faster training and fewer parameters. The bidirectional
GRU extends this by adding context from both directions of the input sequence.



e 1D-CNN model: The 1D-CNN model included between 1 and 3 convolutional lay-
ers, each with 32 to 256 filters with step 32 and kernel sizes ranging from 2 to 5. The
SELU activation function was used, and padding 'same' to preserve sequence length.

Bayesian optimization also tuned the number of dense layers (1-3), units per layer (64
-512), dropout rate (0.0-0.5), and selected the learning rate from a discrete set of values:
11073, 5107, 1x104, 5x104, 1x1073. All models were trained using the Huber loss
function, which ensures robustness to outliers and stable convergence.

3 Experimental Results

To evaluate the effectiveness of the proposed approach, we conducted different exper-
iments, comparing different architectures and window size (Table 1). Among all tested
models, the 30 window size GRU demonstrated the best trade-off between accuracy
and size, achieving near the lowest error values (RMSE = 3.379%, MAE = 2.693%)
while maintaining a compact .tflite size of just 741 KB. This configuration was selected
for further deployment and analysis. The selected model configuration consists of a
single GRU layer with 192 units, followed by three fully connected dense layers. A
dropout layer with a rate of 0.1 was applied after the GRU. The dense layers were con-
figured with 160, 64, and 512 units respectively, interleaved with dropout of 0.2 and
0.1 after the first and second dense layers. The learning rate was set to 1x1073,

Table 1. Performance comparison of models for different window sizes.

Model Window Size RMSE (%) _ MSE (%) MAE (%) Size (KB)
6 4.663 0217 3.730 1,199
12 4.430 0.196 3.544 1,628
LSTM 18 4.103 0.168 3.282 790
30 4.096 0.168 3277 1,118
6 4519 0.204 3.615 4,760
, 12 4282 0.183 3.426 1,290
BI-LSTM 18 4.157 0.173 3.325 2,820
30 3.827 0.147 3.061 1,370
6 3.864 0.149 3.091 1,760
12 3.699 0.137 2.959 980
GRU 18 3.566 0.127 2.853 1,020
30 3.379 0.114 2.693 741
6 4718 0.223 3.774 5,520
, 12 3.619 0.131 2.895 3,440
Bi-GRU 18 3.483 0.121 2.807 1,670
30 3.338 0.111 2.610 4,450
6 4411 0.195 3.529 588
12 3.965 0.157 3.112 2,101
ID-CAN 18 3.844 0.148 3.075 2,831
30 3.825 0.146 2.968 1,340

To validate our choice of smaller windows techniques, we compared in Table 2 our
selected model (GRU, window size 30) against a state-of-the-art LSTM-based solution



from the literature, which requires a fixed starting reference. While our model achieves
slightly worse accuracy (RMSE = 3.38% vs 1.81%)), it significantly outperforms in
terms of size and number of parameters. Our GRU model requires less than one-fifth
of the memory (741 KB vs 3,923 KB) and over five times fewer parameters (188K vs
nearly 1M), making it better suitable for edge deployment than the state-of-the-art.

Table 2. Comparison with state-of-the-art.

Fixed

Model Input RMSE (%) MAE (%) Size (KB) Parameters
reference
Yes ([12]) LSTM 278, 3 1.81 0.96 3,923 996,993
No (our) GRU 30,3 3.38 2.69 741 188,449

To validate the feasibility of deployment on edge Al hardware, we synthesized the GRU
(window 30) model on a Xilinx ZCU104 FPGA board. The model was reimplemented
from scratch in C++, without relying on any high-level synthesis from Python-based
frameworks. We then used Xilinx Vivado to simulate the deployment of the C++ design
onto the FPGA to extract accurate measurements of latency, power usage, and energy
consumption. To ensure a fair comparison, both GRU and LSTM models were imple-
mented without applying any architecture-specific optimizations. This allows for an
unbiased evaluation of their inherent efficiency under the same development condi-
tions. Table 3 reports the results in terms of latency, power consumption, energy usage,
and resource utilization. Our GRU-based system achieved a latency of 38.76 ms and
consumed only 59.70 mJ per inference, confirming its suitability for low-power
real-time applications. Notably, the model utilized just 18.73% of Flip-Flops and
37.51% of Look-Up Tables, leaving room for further integration or multi-model de-
ployment. By contrast, the state-of-the-art LSTM, using full window size as input, ex-
hibits 15% higher latency, 16x greater energy consumption, and increased resource de-
mand, making it less suitable for edge deployment.

Table 3. FPGA deployment performance on ZCU104.
Latency Power Energy FF LUT BRAM DSP

Model

0% (ms) (W) Mm) % (% (%) %)
LSTM ([12]) 585.45 1.61 942.58 3791 46.13 69.74 29.41
GRU (our) 38.76 1.54 59.70 18.73 37.51 73.72 20.72

4 Conclusion

We presented a lightweight and energy-efficient deep learning approach for SOC esti-
mation of Lithium-ion batteries, with a focus on real-time deployment on edge Al hard-
ware. Among several deep learning architectures, a GRU-based model with a window
size of 30 time steps demonstrated the best trade-off between accuracy and memory
footprint, achieving an RMSE of 3.38% and a size of only 741 KB.

Deployability was assessed with a Xilinx ZCU104 FPGA hardware synthesis. The
FPGA deployment achieved a latency of 38.76 ms and an energy consumption of 59.70
mlJ per inference, confirming its suitability for low-power, real-time applications. The
system also showed limited hardware resource utilization, offering potential for addi-
tional integration and highlights the effectiveness of direct low-level implementation.



Future work may concern dynamic quantization and mixed-precision techniques to
further reduce model size and power, as well as integration with adaptive battery man-
agement systems for online operation [13].
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